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Introduction

What it is

The Research Workbench turns an unstructured research question into an evidence-backed

hypothesis: a literature review, a pooled meta-analysis and a research foundation document, in

which every claim you write down can be traced back to the exact page and passage it came from.

It runs in a browser on your own machine, holds one shared library of documents that every project

draws on, and keeps each project's claims, evidence and analyses in their own database.

It is the first tool in the Novasyne research chain. It does not run experiments or analyse a dataset.

It turns an idea into a hypothesis worth testing, and hands that hypothesis, with every source

behind it, to the tools that do.

What it does

Reads what you already have. PDF, Word, plain text and Markdown are imported into a shared

library, chunked into passages that each carry their page and character range, and given a

subject category from their own text.

Finds what you do not. One query reaches OpenAlex, Crossref, arXiv, PubMed and Europe

PMC, fetches whatever full text is legally available, and reads it in through the same pipeline. A

BibTeX or RIS file and a list of identifiers go the same way.

Searches your own sources. By keyword at once, and by meaning once the library has been

embedded on a small local model, with every result opening back to its page.

Keeps evidence and states claims. A passage becomes evidence with its page, its range and

its stance, and a claim's status is arithmetic over the evidence attached to it, never a judgement

the software makes.

Draws the shape of the project, as a graph of claims, evidence, documents, papers, authors

and fields, and surveys the published field by institution, country, author and year.

Answers from your passages only. A research assistant with six actions that retrieves first and

never calls the model when nothing is found, and checks every citation in every answer.

Writes from what you have accepted. Study profiles, an eight-section literature review, a fixed-

effect and random-effects meta-analysis, and a research foundation exported to Markdown,

LaTeX, Word and a JSON hand-off.

The problems it solves

You have read a great deal and cannot say what any sentence rests on. A folder of PDFs and a

page of notes do not record which page a claim came from. Here a passage is kept with its page

and character range from the moment it is saved, and that provenance follows it into every review

and export.

NOVASYNE Research Workbench · User Guide

(c) Novasyne 2026, www.novasyne.com Page 4 of 70



Finding a paper means Googling it and dragging the PDF in by hand. Find papers searches five

catalogues at once, tells you which results are already held and which have a legal full text, fetches

that text and reads it in. Nobody types a citation twice.

The assistant makes things up. A model asked a question it has no material for will answer

anyway. This assistant retrieves passages first, refuses to call the model when none are found, and

verifies every citation in the answer against the passages it was actually given.

The review is written from memory. A literature review assembled here is built from accepted

study profiles, claims and evidence, a sentence with no citation is deleted before you see it, and

the deletions are shown.

The meta-analysis pools what should not be pooled. Findings are grouped by the kind of number

they are, an odds ratio is never averaged with a standardised mean difference, ratios are pooled on

the log scale, and the estimate from accepted findings alone is reported beside any pool that

includes unchecked ones.

System requirements

Processor Intel Core i5 or higher, or the equivalent. Embedding the library for meaning-based search is the

one slow step, at about thirteen passages a second.

Memory 16 GB of RAM or more.

Disk

space

About 1 GB for the application, its environment and the embedding model. The library holds a copy

of every document imported, so allow the size of your PDFs again.

Browser A current version of Chrome, Edge or Firefox

Network Needed for Find papers and the field survey, which reach the public catalogues, and for the

research assistant, the study profiles, the review, the findings and the foundation, which call a

language model. Everything else works offline.

Before you start

Nothing is needed to start. The library, search by keyword, references, evidence, claims and the

research graph all work with no account, no API key and no internet connection beyond what

fetching a paper obviously requires.

Two things are optional, and the workbench works fully without either.

Meaning-based search needs the library embedded once. That runs locally on a small model

with no account and no key; the Search chapter shows it.

The research assistant, the literature review, the extracted findings and the research

foundation all call a language model, Claude or OpenAI as configured, and are switched off with

no key set. Nothing else in the workbench needs one.
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A contact email, set once, is worth adding even though nothing requires it. Crossref and OpenAlex

give a machine that identifies itself much higher rate limits, and Unpaywall, the single most useful

source of open-access PDFs, refuses to answer at all without one.

ONE LIBRARY, MANY PROJECTS

Documents are shared. Removing a document from the library removes it for every project that used it,

which is why the workbench refuses to do so while any project depends on it unless told to. Where the

NeuroStudio Gateway is installed in front of the workbench, each signed-in person gets a workspace of

their own.

A typical session, start to finish

The chapters that follow go through the workbench pane by pane, in the order the sidebar lists

them, because that is also roughly the order a research line moves through it. It is worth seeing the

whole shape once before the detail.

1. Bring in documents. Import what you already have, and use Find papers to fetch what you do

not. Both land in the same shared library, read in through the same pipeline.

2. Select and search. Tell a project which documents it draws on, then search across them, by

keyword immediately and by meaning once the library has been embedded, to find the

passages that bear on your question.

3. Capture evidence, and make claims. Save the passages that matter as evidence, and state the

claims they support, contradict or leave unsettled. Everything downstream is built from this

step.

4. Look at the shape of it. The research graph shows how your claims, evidence, documents and

papers connect. The field survey shows whether the wider literature agrees with where you

have been looking.

5. Ask, when a question is faster asked than searched. The research assistant answers from

your own passages, with every citation checked.

6. Read the studies properly. Extract a structured profile of each one: population, design, method,

measure, outcome, limitation. This is the table both the review and the meta-analysis are built

from.

7. Let the review and the meta-analysis write themselves from what you have accepted, not

from a blank page.

8. Assemble the foundation, and export it to Markdown, LaTeX, Word or a structured hand-off for

whatever tool picks the work up next.

None of these steps is compulsory, and nothing enforces this exact order. A project can sit at step

3 indefinitely, or jump straight to Find papers before a single document has been searched. The

project overview's what this project needs next panel reads the project you actually have and says

which of these steps makes sense to do next.
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The research question and documents used in this guide

Every figure in this guide comes from one research line, run for real: How large is the effect of

behavioural interventions on stress and mood outcomes? That is the project this guide calls

Stress interventions. Its library selection mixes long-standing neuroscience reference material,

such as the Handbook of EEG Interpretation and general texts covering the physiology of stress

and arousal, with real trial and review literature fetched live through Find papers: a randomised

comparison of physical activity, mindfulness meditation and heart-rate variability biofeedback for

stress reduction, a feasibility trial of mindfulness-based stress reduction in multiple sclerosis, and a

network meta-analysis of exercise for depression covering more than two hundred trials.

Three supporting projects appear throughout to show the workbench at different stages: a project

with nothing in it yet, one with no research question recorded, and one partway through, which

uses its own EEG-focused documents to show the research graph and the literature landscape

from a second angle.

Every screenshot comes from an actual, unedited run against this material. Every AI answer shown,

from the research assistant to the research foundation, is a real call to the configured model, and

where a citation count or a cost appears it is the number the workbench reported for that run.

Appendix E lists every document and paper the figures draw on.
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The workspace

The sidebar and the Projects list

The sidebar down the left is the whole of the workbench's navigation: Projects, Library, Search,

Find papers, Evidence, the research Graph, the Assistant, the Literature review, Meta-analysis, and

the Research foundation, in the order a project moves through them. The Projects pane is what a

fresh visit opens on.

Figure 1. The Projects pane.

Four research lines are shown here, each in a different state, Active, Draft or Paused, because a

project's state is something you set, not something the workbench infers from how much is in it.

Open takes you into a project. Edit changes its name, question or state. Delete removes it and

everything in it, after a confirmation that names exactly what will be lost. Deleting a project does

not touch the library. Documents are shared, and deleting a project only removes that project's own

claims, evidence and analyses.

New project needs only a name.
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Figure 2. Starting a new project.

A research question can be added straight away or left for later. It is common to start a project

before the question has fully taken shape, and the workbench does not require you to pretend

otherwise.

Editing a project

Figure 3. Editing the hero project: name,

question and state.

A project's name, research question and state, which is Draft, Active, Paused, Completed or

Archived, can all be changed at any point from the Edit dialog. None of them affects what the

project can do. They exist so that a list of a dozen research lines still tells you, at a glance, which

ones are live, and the help text under the state field says what each state is for.
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Project history

Every project keeps an append-only log of what has happened to it: a claim created, evidence

captured, a claim's status recomputed, a review assembled. History in the header opens it

whenever a project is open.

Figure 4. The project's own log, newest first.

Nothing in it is ever edited or removed. It is the audit trail behind everything else in this guide, and

the answer to the question "when did this claim change status, and why".

The project overview

Opening a project lands on its overview: counts, a what needs to happen next panel worked out

from what the project actually holds rather than a fixed checklist, a stage-by-stage progress list,

and three charts once there is something to chart. A project with nothing in it yet says so plainly, in

both the counts and the single next step.
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Figure 5. A project with nothing in it yet.

The Evidence pane says the same thing in its own words when a brand-new project's claims-and-

evidence view is opened before anything has been kept.

Figure 6. Evidence, before anything is kept.

A research question is optional, and a project that has not recorded one yet says so rather than

showing a blank space that might be a rendering fault.
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Figure 7. A project with no research question recorded.

A project partway through its work shows exactly that: documents in use, some evidence kept, no

literature review or meta-analysis started yet. The stage list below the what's next panel is not a

progress bar toward a fixed finish line. It names each of the workbench's seven stages and

whether this project has reached it.

Figure 8. A project partway through.
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Read the overview top to bottom. The counts say how many documents the project draws on and

how many claims, pieces of evidence and analyses it holds. The what needs to happen next panel

is computed from those counts, so a project with evidence but no claims is told to state a claim,

and one with accepted profiles but no review is told to assemble it. The stage list names the seven

stages, and the charts underneath show how evidence is spread across documents and claims.

The evidence-concentration check is the one to watch: when more than half a project's evidence

comes from a single document, the overview says so by name, because an argument resting on

one source is invisible until something counts.
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The Library

Importing documents

The library is shared by every project. A book or paper imported once is searchable and available

to any project that ticks Use for it. There is no per-project copy, and no absolute file path is ever

stored, only a copy inside the workbench's own document store.

Figure 9. The shared library.

Nineteen documents already sit in this library when the tour begins: sixteen real neuroscience

textbooks and reference works, and three papers fetched live through Find papers earlier in this

same research line. Each row shows the document's category, page and passage counts, and

when it was imported. The Use column is specific to whichever project is currently open. Ticking or

clearing it here is exactly the same action as doing it from a project's own selection screen.

PDF, Word, plain text and Markdown are all read. Importing is a straightforward upload. Pick one

file or several, and the workbench chunks, categorises and indexes each one in the background,

with progress shown while it works.
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Figure 10. Importing, with progress.

What import reports, and what it refuses

Every file that finishes reports its outcome by name. A silent skip is treated as a defect, not a

shortcut. This import brought in one new document and, in the same batch, tried a second one that

could not be read at all: a genuinely scanned PDF with no text layer underneath its page images.

Figure 11. What import reports.

The workbench does not run OCR, on principle. A page image is not text, and guessing at what it

might say is not something a research tool should do quietly on your behalf. A scanned document

is reported, by name, with that reason, rather than imported as a document with nothing searchable

inside it. The same honesty applies to a file that is already held. A second upload of a document

whose contents match one already in the library, byte for byte, is refused as a duplicate rather than

silently creating a second copy that would fragment which evidence points at which.

Categories

Every import is given a subject category worked out from its own text. No configuration and no

manual tagging step is needed before a document becomes useful. A neuroscience project can

draw on Neuroscience and Biology without pulling in Chemistry, and the Show filter narrows the

table to one category at a time.
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Figure 12. Filtering the library by field.

A category is a starting point, not a verdict, and can be corrected by hand at any time from the

change control beside it.

Figure 13. Changing a category by hand.

A document whose content genuinely spans two fields, such as a neuroscience textbook with a

strong statistics chapter, can carry a second category as well as its primary one, shown as an extra

badge in the table.
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Selecting documents for a project

Ticking a document's checkbox adds it to whichever project is currently open. Clearing it removes

it from that project's selection without affecting the library itself, or any other project using the

same document. Use all shown and Use none shown apply to whatever the category filter is

currently narrowed to, which makes selecting every Neuroscience document and nothing else a

two-click operation rather than a long scroll with individual ticks.

Removing a document from the library

Removing a document from the library, as opposed to merely clearing its tick for one project, is

permanent, and the workbench checks first whether anything depends on it.

Figure 14. Before removing a document.

Where a document backs evidence, a study profile or extracted findings in one or more projects,

removal is refused by name, listing exactly what is at stake, rather than silently orphaning that

project's own record of why it believed something.

Figure 15. Removing a document a project is

using.

Remove anyway is one click away if that is genuinely what you want. The records that cited the

document stay in their projects, with the page they pointed to no longer reachable, rather than

disappearing along with the document. A document nothing depends on is removed immediately,

with no extra step.

NOVASYNE Research Workbench · User Guide

(c) Novasyne 2026, www.novasyne.com Page 17 of 70



A document that came in through Find papers leaves its paper record behind. The paper returns to

Metadata only in Papers held, with a note saying its full text was removed from the library, and

Attach PDF is offered on it again, so the paper is never left claiming a full text the library no longer

has.
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Finding papers

Searching the catalogues

Find papers is where the workbench goes looking for literature you do not already hold, rather than

waiting for you to find it and drag it in. One query reaches OpenAlex, Crossref, arXiv, PubMed and

Europe PMC at once. Tick which of the five catalogues you want searched, and optionally require

open access only.

Figure 16. Searching the catalogues.

A search returns exactly what each catalogue can offer, labelled plainly: which paper is already

held and cannot be fetched twice, which is marked open access by its own record, and which has

a PDF the catalogue itself points to. None of it is guessed from the title.

NOVASYNE Research Workbench · User Guide

(c) Novasyne 2026, www.novasyne.com Page 19 of 70



Figure 17. What a catalogue search returns.

What "already held" and "open access" mean here

"Already held" is worked out from a fingerprint, a normalised DOI where one exists or title, year and

first author where it does not, so the same paper found through two different catalogues is

recognised as one paper rather than offered twice. "Open access" reflects what the catalogue

itself asserts about the record. A PDF link alone does not make a paper open access, since

publishers routinely offer a link that a reader's browser can reach but an automated request

cannot. Neither label is inferred by the workbench; both come from the record a real catalogue

returned.

Fetching, and what happens when no PDF can be found

Ticking one or more new results and clicking Fetch selected starts a real download. The

workbench tries each candidate source in turn, repository first, since a publisher's own page

routinely answers 403 to an automated request even for a paper it marks open access. It verifies

that the bytes it gets back are actually a PDF rather than a login page, and reads the result in

through the same import pipeline as anything uploaded by hand.
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Figure 18. Fetching a legally available PDF.

Every outcome is reported: fetched and added to the library, kept as metadata only because no

legal full text could be found, or recognised as a duplicate of something already held. A download

can also turn out to be a PDF the library already holds under another name, byte for byte, perhaps

imported by hand before anyone searched for it. That paper is counted as fetched and linked to the

document already there, and its In the library badge in Papers held carries a note naming that

document. It is never reported as unreadable, and no second copy is made.

Figure 19. What fetching reports.

Only legally accessible full text is ever fetched: open-access links, arXiv, PubMed Central and

similar repositories. There is no shadow-library fallback, and there never will be. A paper behind a

paywall is kept with its metadata, its DOI and a link, and you can attach your own legally obtained

copy, covered below.

Downloads reach only the public web. A PDF link is followed only over http or https and only to an

address on the public internet, and every redirect on the way is checked again. A link that points at

a private or local network address, which a BibTeX or RIS file from elsewhere could carry, is never

downloaded. The workbench moves on to the next source, and if none is left the paper is kept as

metadata only, with that refusal among the reasons it reports.

A BibTeX or RIS file

A .bib  or .ris  export from a reference manager, a colleague, or an earlier project can be

uploaded directly. Every entry is looked up against the catalogues and the ones with a legally

downloadable PDF are fetched exactly as if you had searched for them by hand.
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Figure 20. A BibTeX or RIS file.

An entry that resolves to a paper already in the library is recognised as such rather than fetched

again. This one entry, from a one-line .bib  file created for this guide, matched an existing record

by its DOI.

Figure 21. A reference file, resolved and checked against the

library.

Pasting identifiers

The fastest path, when you already know what you want: one identifier per line, DOIs, arXiv ids,

PubMed ids, PMC ids or a plain title, pasted straight in.
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Figure 22. Pasting identifiers.

Every line is resolved independently and the outcome named. A DOI that matches something

already held is reported as such. A title with nothing close enough in any catalogue to be sure it is

the same paper is reported as unresolved, by name, rather than guessed at. A title match has to be

close enough to be sure. The workbench compares the words of the title you typed against the

words of the catalogue's best hit, and refuses a weak match rather than importing a different paper

under a name that looks similar.

Figure 23. What could and could not be resolved.

Papers held, and attaching your own PDF

Papers held lists every paper the workbench has ever found through Find papers, whether or not a

legal full text was ever available for it. This is the catalogue-level record, distinct from the library's

own document listing.

NOVASYNE Research Workbench · User Guide

(c) Novasyne 2026, www.novasyne.com Page 23 of 70



Figure 24. Every paper this library knows about.

A paper kept as metadata only has no full text yet, most often because the publisher refuses

automated downloads even for an open-access paper. Open the paper's own page, save the PDF

by hand, and Attach PDF reads it in exactly like any other import. If the file you attach turns out to

already be in the library under its own title, the paper record is linked to that existing document

rather than creating a duplicate. This happened live while writing this section, attaching a

document already imported earlier in the same run.

Figure 25. Attaching a full text.
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Forget removes a paper from this list without touching any full text it may already have brought into

the library. The two records are independent, by design.
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Search

Search answers a different question from Find papers. Find papers asks "what has been published

on this?" and reaches out to the world. Search asks "what do my own sources say about this?" and

answers only from documents already in the library. The two panes look similar and are easy to

conflate at first. The distinction is worth keeping in mind, because it is also the distinction the

whole workbench is organised around: literature you have not yet looked at, against literature you

have.

Figure 26. Search, before a query.

The note above the search box keeps a running account of the index: how many passages the

library holds in total, and how many of them are currently covered by meaning-based search. It is

worth a glance before trusting a "no results" answer, since it can mean the index has fallen behind

two new imports rather than that nothing relevant exists. Across chooses between this project's

selected documents and the whole library, and Using chooses keyword, meaning, or whichever is

best available.

Keyword search

Search finds passages, not documents, and every result opens straight back to the page it came

from. Keyword search needs nothing configured at all. It is built on SQLite's own full-text index and

covers the whole library in well under a second.
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Figure 27. A keyword search.

Meaning-based search, and building the index

Meaning-based search finds passages that answer a question without necessarily containing its

words. It needs the library embedded once, a one-time job shown with progress that can be

cancelled and resumed without losing what it has already done.

Figure 28. Building the meaning index.

Once built, a search like does the body calm down on its own after a stressful task, a sentence with

no technical vocabulary at all, returns the passages that actually discuss physiological recovery

from a stressor, because the search compares meaning, not words.
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Figure 29. Meaning-based search.

Reading a search result

Every result names its document, its page and its category, and carries a relevance score. Open

passage shows the full passage in its own window, with the exact character range it occupies on

that page.

Figure 30. A result opened to its exact passage.

What the charts say about a spread of matches

Three charts accompany a set of results: where in each document the matches fall, how many

came from each document, and which fields answered the query. A short reading in plain words

sits above them, because a chart nobody reads is not a feature.
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Figure 31. What the spread of matches says.

A tight cluster of matches inside a narrow page range usually means a section actually about the

topic. A spread across a whole book usually means passing mentions. Reading the two documents

charted here, the matches inside a ten-page span in one trial and the matches on a single page in

the other are exactly that distinction made visible.

Saving a passage as evidence

Save passage on any result turns it into evidence, kept with its exact page and character range,

and optionally attaches it to a claim on the spot, a new one or one already on the project. The claim

created here, that physiological arousal recovers within minutes of a stressor ending, is the one the

Evidence chapter picks up.

Figure 32. Keeping a result as evidence.
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Evidence and claims

Claims, evidence, and the difference between them

A claim is something you might end up writing down. Evidence is the specific passage that makes

you believe it, kept with the page and character range it came from, and whether it supports,

contradicts or merely qualifies the claim it is attached to.

Figure 33. Claims and their evidence.

A new claim needs only its statement and a kind: an ordinary claim, a research question, a

hypothesis, or a knowledge gap.

Figure 34. A new claim.

Editing a claim changes its text, kind or note. None of that touches the evidence attached to it.
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Figure 35. Editing a claim.

The arithmetic behind a claim's status

A claim's status is never a judgement the workbench makes for you. It is worked out from what is

actually attached. Two supporting passages make a claim Supported. One makes it Insufficient. A

contradicting passage on its own makes it Contradicted. Support and contradiction together make

it Mixed. A piece of evidence you mark Rejected stops counting toward any of it. The status

updates the moment an attachment changes, and it never overwrites a status you have deliberately

set yourself.

Attaching, detaching, rejecting

Evidence not yet tied to any claim sits in its own list, ready to be attached. Detaching a piece of

evidence from a claim keeps the passage. Only the link is gone, and it moves straight into that

unattached list.

Figure 36. Evidence not attached to anything.
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From there, a selector offers every claim on the project by name, and choosing one reattaches the

evidence at once; the claim's status is recomputed the moment it lands.

Figure 37. Attaching loose evidence to a claim.

Accept, Reject and Mark contradicting or Mark supporting sit beside every piece of evidence

wherever it is shown, so correcting a stance the workbench got wrong, or discounting a passage

that turned out not to hold up, is always one click away.

Evidence is verified against its page

A quote kept as evidence has to actually be findable on the page it claims to come from. The

workbench checks the exact text against what was extracted from that page at import time, and a

mismatch is refused rather than silently accepted. In ordinary use this is invisible, because every

passage the interface offers you, from a search result, from the assistant or from an extracted

finding, already comes with its real page and character range attached. The check exists as a

backstop against a quote and a page number ever drifting apart, not something you will normally

see fire.
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The research graph

Reading the graph

The research graph draws together everything a project already holds, claims, evidence,

documents, papers, authors and the fields they are filed under, as one connected picture. Nothing

here is inferred. Every node and every edge comes from a record that already exists elsewhere in

the project, and two passages being semantically similar is never, on its own, grounds for an edge.

Figure 38. The research graph.

Each kind of node has its own colour, shown in the legend along the top, and any of the six kinds

can be hidden to declutter a busy view. A project with several claims, a handful of papers and their

real authors produces exactly the kind of graph shown here, dense in places, because a literature

review genuinely is a web of connections, not a list.

Inspecting a node

Clicking any node opens it in the panel on the right. A paper shows its authors, year, venue, DOI

and citation count, and whether its full text is in the library or held as metadata only.
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Figure 39. Inspecting a paper.

The inspector is where the graph stops being a picture and becomes a record. A paper's citation

count and venue come from the catalogue record Find papers stored, and metadata only means

the workbench never obtained a legal full text, which is the cue to attach one from the Papers held

list. A claim shows its kind, its status, how many passages support and contradict it, and what it

rests on.

A claim shows its status, its evidence, and how it stands to any other claims it has been linked to.
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Figure 40. Inspecting a claim.

Centring the graph, and the trail

Centre the graph here, at the bottom of the inspector, re-roots the view on whichever node is

currently open. The graph redraws around it out to a chosen number of steps, and a breadcrumb

trail along the top makes re-centring on something else, or returning to the whole project, a single

click rather than a dead end.
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Figure 41. Centred on one claim.

Linking two claims

Two claims can be linked directly, as supports, contradicts, extends, replicates, identifies a gap in

and several others, with an optional note saying why. These links are yours. Nothing in the

workbench proposes one on its own, and a link the research assistant does suggest arrives

proposed, waiting for you to accept it before it counts as anything more than a suggestion.

Figure 42. Linking two claims.

The field: who publishes, where, and whether it is still growing

A second mode, The field, sets your own library aside and asks a different question of the

published literature as a whole: who is working on this, where, and whether the area is still opening

up. It runs entirely against OpenAlex's own aggregate counts, tens of thousands of works grouped
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by institution, country, author and year, with nothing downloaded. That is the wrong kind of

question for a node-and-edge graph, so it answers instead with ranked bars, a publication-year

trend, and a short written reading above the charts.

Figure 43. The field, not just this library.

Tens of thousands of published works match acute stress EEG alpha power. The reading above the

charts names the institution and the country that publish most, and says whether output is still

climbing or has settled near its recent peak, read directly off the chart rather than asserted without

one.

The same three questions, asked instead of the papers this specific library actually holds, sit

alongside the field-wide figures. That is useful precisely because where the two disagree, your

own reading is leaning somewhere the literature as a whole does not.

Figure 44. The same three questions, asked of what is actually held.

Clicking any institution or country bar drills straight into Find papers, pre-filled with a query scoped

to that group and ready to select and fetch.
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Figure 45. Drilling into one country's output.

The drill is how the survey turns into reading. It opens Find papers with that group's works on your

question already listed, the query labelled with the topic and the group, ready to tick and fetch into

the same library as everything else. A country that publishes heavily where your library holds

nothing is a gap the graph of your own project could never have shown you.
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The research assistant

Grounded or it does not run

The research assistant answers six kinds of question, Ask, Summarise, Compare, Explain the

relationship, Find contradictions and Find gaps, and every one of them works the same way

underneath. Retrieval happens first, against this project's own selected documents, and if nothing

relevant comes back the model is never called at all. Paying to be told "I don't know" would be

worse than simply saying there is nothing to work from, and it would also invite an answer built

from what the model happens to already know rather than from your own sources.

Figure 46. The research assistant.

Ask answers a question directly from the passages this project holds.
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Figure 47. Ask, answered from this project's own passages.

Every statement in an answer that carries a citation, [P3] , [P7]  and so on, is checked against the

passages actually supplied, and the verdict badge above the answer says plainly whether every

citation resolved to a real passage or whether one pointed at nothing. The full table of passages

the model was given, and which of them it actually used, sits below every answer.

Figure 48. The passages behind the answer.

Summarise, Compare, and Explain the relationship

Summarise says what a single document, or a single claim, amounts to.

NOVASYNE Research Workbench · User Guide

(c) Novasyne 2026, www.novasyne.com Page 40 of 70



Figure 49. Summarise a document.

Compare puts two documents side by side on whatever dimensions the passages actually support,

and says plainly when two documents are not really comparable research outputs at all, rather than

forcing a comparison the material cannot bear.

Figure 50. Compare two documents.
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Explain the relationship takes two claims and says how one stands to the other on the evidence at

hand, or says, in its first sentence, that no meaningful relationship was identified. Two claims about

different phenomena are reported as unrelated rather than forced into a connection the passages

do not support.

Figure 51. Explain the relationship between two claims.

Find contradictions and Find gaps

Find contradictions looks for passages that argue against a claim, qualify it, or show it holding only

under some condition.
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Figure 52. Find contradictions.

Find gaps says what a project has not established yet, measured against what it already holds: not

a generic list of things a study could investigate, but gaps visible in this project's own accumulated

evidence.

Figure 53. Find gaps.
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Keeping a finding as evidence

Contradictions and gaps arrive as a list of individual findings, each one citing the passage it came

from. Keep as evidence turns one into real evidence on the project, carrying that passage's actual

page and character range, with the stance you choose beside the button. A finding that cites no

passage at all cannot be kept, because there would be nothing to trace it back to; its button is

disabled and says so. Findings are proposals until you keep them. Nothing is added to your

evidence base automatically.

Figure 54. One finding kept as evidence, with the stance chosen beside it.

The kept finding arrives in the Evidence pane as evidence pending your review, exactly as a

passage saved from a search result does, and the claim it attaches to has its status recomputed at

once.

Verifying every citation, and the spend meter

Every run, whichever of the six actions it was, is recorded with its model, its token counts, its cost,

and whether it was served from an earlier identical run rather than costing anything at all. History

shows every run so far and reopens any of them exactly as they were answered.

Figure 55. Every earlier run, its cost, and whether it was cached.
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The cache is also the provenance record. An action, its question, the model, and the exact set of

passage ids supplied all hash to one key. Ask the identical question against unchanged evidence

and the answer comes back instantly, at no cost, rather than paying to regenerate something

already known to be grounded. Change the underlying evidence, or the question, and a fresh call

runs. A visible running total, so many runs and so many cents so far, sits above every answer,

because a cost that only shows up on an invoice at the end of the month is not a cost you can

manage.
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Study profiles and the literature review

Extracting a study profile

A study profile asks the same six questions of every document, its population, design, method,

measure, outcome and limitation, with each answer carrying the exact page it came from. Read the

documents extracts a profile for every selected document that does not have one yet. A document

that already has a profile is never read again, so running it after adding new documents to the

project leaves every existing profile exactly as it was.

Figure 56. Study profiles.

Opening a profile shows every field, cited passage by passage. A question the passages genuinely

did not answer is left empty rather than guessed at, with the reason stated plainly.
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Figure 57. One study, profiled.

Correcting a field, and accepting a profile

Any field can be corrected by hand, which is recorded as your own correction rather than the

model's answer. Accept profile marks it ready to feed the review and the meta-analysis. Nothing

enters either one until you have looked at it. Your corrections and your acceptance are kept for

good. Reading the documents again does not replace a profile that already exists, so a checked

profile is never quietly swapped for a fresh guess. Study profiles are the table both the literature

review's methodological-differences section and the meta-analysis's own extraction read from,

which is why Find papers is built to bring in real primary studies with real numbers, not only prose

sources.

What the review is built from

The Review tab shows exactly what material exists for each of the review's eight sections before

you spend anything assembling it: how many items, and how many distinct sources. There are no

surprises about what assemble is going to write.
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Figure 58. What the review will be built from.

Assemble the review writes all eight sections in one pass: background, established knowledge,

current evidence, competing findings, methodological differences, contradictions, knowledge

gaps, and where the gaps point.

Figure 59. Assembling the review.

A sentence with no citation is deleted

Every sentence in a written section carries at least one citation to a numbered source, and a

sentence the model wrote without one is deleted before you ever see it. Not flagged, removed. The

deletions are reviewable, not hidden: a disclosure under each section names exactly what was

taken out and why.
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Figure 60. The literature review.

A section with genuinely nothing to cite is not written at all, and says so in terms of what the project

actually holds, such as no claim in this project is Supported yet, rather than a generic placeholder.

The verdict badge in the top corner states how many of the sources offered were actually cited,

and confirms every one of those citations resolved to a real source. Copy as Markdown puts the

whole review on the clipboard with its citations intact.

The bibliography

Every source the review actually cited, and only those, appears in the bibliography, each one

shown with the section letters it was cited under. A source offered to a section but never used in

the final text does not appear here. The bibliography reflects what was written, not what was

available.

Figure 61. The bibliography: everything actually cited, and nothing else.
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Meta-analysis

Extracting a finding

A finding is one reported effect size, an actual number printed on an actual page, never something

calculated, converted or estimated by the workbench itself. If a study reports a p-value but no

effect size, it contributes nothing. An empty result is the common, correct outcome for a textbook

or a narrative review, and the workbench says so rather than inventing a number to fill the gap.

Read the documents for numbers can be run again whenever the project gains documents. A

finding already extracted from a document is not added a second time, and a finding you rejected

stays rejected rather than coming back as a new proposal. The one exception is deliberate. A

finding whose numbers you corrected no longer matches what the model first read, so a later run

may propose the original reading again, for you to reject.

Figure 62. Extracted findings.

Checking a finding against its page

Every extracted number is a proposal, and an effect size is exactly the kind of thing a model can

get subtly wrong: a sign flipped, a confidence interval misread. Check opens the finding beside the

actual passage it came from, every field editable, with a plain warning if the number as it stands

cannot yet be pooled. Accept marks it verified and Reject takes it out of every pool.
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A correction that no arithmetic could use is refused when you save it, with the field named. A

sample size or group size has to be a whole number above zero, and an effect size, standard error

or interval bound has to be a finite number.

Figure 63. Checking a finding against its page.

What "poolable" means

A finding is poolable once its variance can be worked out: from a reported confidence interval, a

standard error, or, for a standardised mean difference, the two group sizes. A finding with none of

those is kept, named, and excluded from pooling with the reason stated, rather than dropped

silently or given an invented weight. The same applies to a finding whose numbers could not

describe a real study, such as a group of zero people. It is listed as having an unknown variance,

not pooled. If the numbers of a whole group are so extreme that the pooled arithmetic overflows,

Pool this group refuses with a message saying so and asking you to check the effect sizes,

intervals and standard errors, rather than drawing a forest plot of numbers that mean nothing.

Grouping by effect type

Findings are grouped by what kind of number they actually are before anything is pooled. A

standardised mean difference and an odds ratio are not the same quantity, and averaging across

them would produce a figure that means nothing, so mixing them is refused outright, in words,

rather than done quietly.
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Figure 64. Grouped by kind of number.

Pooling: fixed and random effects

Pool this group runs both a fixed-effect and a random-effects pool, reports which studies are

already accepted against which are still proposed, and, if unchecked findings were included,

separately reports what the estimate looks like using only the ones you have actually verified, so

you can see at a glance whether the unchecked numbers are doing the work.
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Figure 65. A random-effects pool.

Participants are counted once per document. A network meta-analysis such as the exercise-for-

depression review reports many comparisons, and each can become a finding, but the people

behind them are not new people each time. The count takes the largest sample any one document

reports and adds the documents together, so the 29 standardised mean differences in the figure

above come to 1,353 participants, not the ten thousand a finding-by-finding sum would claim.

When pooled findings share a document the reading says so in its own line, because findings from

one study are not independent and the pooled interval is then narrower than it should be. Both

odds ratios in this project come from the same review too, so that pool, shown next, is read as 264

participants with the same warning.

Odds ratios and risk ratios are pooled on the log scale, because their sampling distribution is

skewed on the ordinary scale, and the forest and funnel plots that go with them are drawn on that

same log axis, not the linear one a standardised mean difference gets.
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Figure 66. A ratio, pooled and charted on a log axis.

The forest plot, the funnel plot, leaving one out

Every pooled result draws three charts: a forest plot showing each study's own estimate and

confidence interval against the pooled figure, a funnel plot for judging asymmetry across study

precision, and a sensitivity chart showing what the pooled estimate becomes with each study left

out in turn, because a figure that swings wildly when one study is removed is telling you something

the headline number alone does not.

A written reading in plain sentences sits above every chart: how many findings were pooled, across

how many participants, whether the interval excludes the value that would mean no effect at all,

how much heterogeneity there is and what that implies, and whether the studies even agree on

which direction the effect runs.
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Every pooling run is kept

Figure 67. Every pooling run kept, not just the latest.

Every pooling run, whichever effect type, is kept rather than overwritten by the next one, so a

project's meta-analysis history is a real record of how the pooled estimate moved as more findings

were checked and accepted. Runs made before a finding was corrected keep the numbers they

reported at the time, which is why the research foundation checks whether the findings behind the

latest run have changed before quoting it.
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The research foundation

What it is assembled from

The research foundation is the deliverable this whole workbench exists to produce: an Introduction

and Related Work with their citations already in place, what the pooled evidence shows in plain

language, the knowledge gaps themselves, and aims and objectives that each name the gap they

address. It is assembled from the literature review and the meta-analysis rather than written afresh.

It refuses to run at all until a literature review exists, because an Introduction and Related Work

built without one would not be built from anything.

Figure 68. What the foundation will be built from.

Introduction, related work, pooled evidence, gaps, aims

Assemble the foundation writes all five sections in one pass, following the same rule as the

literature review: every sentence carries a citation or it is not shown.
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Figure 69. Introduction, related work, gaps and aims.

The pooled-evidence section is not a fresh summary of the numbers. It is the meta-analysis's own

written reading, copied in verbatim, because asking a model to summarise statistics a second time

is asking it for a chance to round them differently. Each objective under Aims names the specific

gap number it addresses, and a gap no objective addresses is reported rather than left to go

unnoticed.

An out-of-date meta-analysis is not quoted. If any finding behind the latest pooling run has since

been rejected, removed, corrected or had its state changed, the foundation writes no pooled

numbers at all. The pooled evidence section says instead that the findings have changed since the

analysis was run, and asks you to pool again on the Meta-analysis tab and then rebuild the

foundation. The aims are then written without the old numbers too. A new finding that was never

part of the pool does not count as a change, because the analysis never claimed to include it.

The hand-off section turns the foundation into a structured starting point for whichever Novasyne

tool comes next in the chain: a falsifiable hypothesis, the population, the variables and their roles,

candidate methods, and confounds to plan for. Every field in it is a proposal drawn from your own

sources, and the export says so explicitly. Nothing here has been tested.

Figure 70. The hand-off to the next tool in the chain.
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Exporting to Markdown, LaTeX, Word, and the JSON hand-off

Four export formats sit above the assembled foundation, and all four renumber citations to match a

proper reference list rather than exposing the internal [E7] -style markers used while it was being

written.

Markdown is the plain-text export, ready to paste anywhere that reads it.

Figure 71. Exporting to Markdown.

LaTeX produces a complete, compilable document, with title, sections, \cite{}  commands and a

bibliography, including the gaps a section's objectives refer to, listed alongside them.

Figure 72. Exporting to LaTeX.
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Word downloads a formatted .docx  directly, with the same sections and the same renumbered

reference list, ready to open in a word processor and hand to a supervisor. The JSON hand-off

exports the same structured data the next tool in the chain would read programmatically:

hypothesis, population, variables, methods, confounds, and the full reference list, machine-

readable rather than only prose.

Figure 73. The JSON hand-off.

Every assembly is kept, the same way every review and every pooling run is, so a foundation

written earlier in a project's life stays reachable even after a later one supersedes it.

Figure 74. Earlier assemblies, kept.
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Appendix A: Control reference

Toolbar (every pane)

Control Does

Sidebar

icons

Switch pane: Projects, Library, Search, Find papers, Evidence, Graph, Assistant, Review, Meta-

analysis, Foundation

History The open project's full, append-only change log

Close

project

Returns to the Projects list

Projects

Control Does

New project Name and optional research question

Open / Edit / Delete Per-project actions in the list

State Draft, Active, Paused, Completed, Archived

Library

Control Does

Import documents Upload PDF, Word, text or Markdown

Find papers Opens the catalogue-search pane

Use (checkbox) Selects a document for the open project

Use all shown / Use none shown Selects or clears every document the category filter currently shows

change Corrects a document's category

Remove Deletes a document from the library, refused if any project depends on it
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Find papers

Control Does

Search catalogues Query OpenAlex, Crossref, arXiv, PubMed, Europe PMC

BibTeX or RIS file Upload a reference-manager export

Paste identifiers DOIs, arXiv ids, PubMed ids, PMC ids, or titles, one per line

Fetch selected Downloads legally available full text for ticked results

Papers held Every paper ever found, fetched or metadata-only

Attach PDF Adds your own full text to a metadata-only paper

Forget Removes a paper record without touching any document it brought in

Search

Control Does

Across This project's documents, or the whole library

Using Best available, Meaning, or Keywords

Build/Update search index Embeds the library for meaning-based search

Save passage Turns a result into evidence

Open passage Shows the full passage in context

Evidence

Control Does

New claim Statement, kind, optional note

Accept / Reject Sets a piece of evidence's state

Mark supporting / contradicting Flips a piece of evidence's stance

Attach to / Detach Links or unlinks evidence and a claim
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Graph

Control Does

Show (kind checkboxes) Filters which node kinds are drawn

Depth How many steps out from a focused node

Whole project Clears the current focus

Centre the graph here Re-roots the view on the selected node

Link two claims Records a relation between two claims

Your project / The field Switches between your own graph and the published landscape

Research assistant

Control Does

Ask / Summarise / Compare / Explain the relationship / Find

contradictions / Find gaps

The six actions

Run Sends the request, grounded, or refuses it

Keep as evidence Turns a finding into real evidence, with the

stance chosen beside it

History Every earlier run, reopened as it was answered

Literature review

Control Does

Read the documents Extracts study profiles for outstanding documents

Accept profile Marks a profile ready for the review

Assemble the review Writes all eight sections

Copy as Markdown Copies the review to the clipboard
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Meta-analysis

Control Does

Read the documents for numbers Extracts findings from selected documents

Check / Accept / Reject Verifies a finding against its page

Include findings you have not accepted yet Widens a pool, and reports the accepted-only figure alongside it

Pool this group Runs the fixed- and random-effects pool for one effect type

Research foundation

Control Does

Assemble the foundation Writes all five sections

Markdown / LaTeX / Word / JSON hand-off The four export formats
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Appendix B: The statistics behind pooling

Effect type
Scale it is pooled

on

Needs the same measure across

studies?

Standardised mean difference (Cohen's d,

Hedges' g)

Linear No; that is the point of standardising it

Raw mean difference Linear Yes; only the same instrument in the

same units

Odds ratio Log No

Risk ratio Log No

Hazard ratio Log No

Correlation (r) Fisher's z No

The normal, chi-square and Student-t distributions behind every p-value, confidence interval and

heterogeneity statistic in this guide are computed directly, without a statistics library, and checked

against published critical values to within a few parts in ten million. Pooling uses inverse-variance

weighting for the fixed-effect estimate and a DerSimonian-Laird estimate of between-study

variance for the random-effects one. I² and Cochran's Q describe how much the studies disagree.

Egger's regression tests funnel asymmetry and is reported as under-powered on fewer than ten

studies rather than given a false air of authority.
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Appendix C: What this workbench refuses to do

It will not run OCR. A scanned document with no text layer is reported as unreadable, by name,

rather than imported empty or guessed at.

It will not fetch a paper from anywhere but a legal source. Open access links, arXiv and

PubMed Central only, never a shadow library, regardless of how easy that would be.

It will not call the research assistant, or extract a profile or a finding, with nothing to work

from. Retrieval happens first. An empty result means the model is never called at all.

It will not keep a finding, from any AI action, that cites no passage. A finding with nothing to

trace it back to is not evidence.

It will not pool findings of different kinds together. A standardised mean difference and an

odds ratio are refused as a group, in words, rather than averaged into a number that means

nothing.

It will not let a written sentence stand without a citation. In the literature review and the

research foundation alike, an uncited sentence is deleted before you see it, and the deletion is

shown to you rather than hidden.

It will not pool numbers no study could report. A group size of zero or below, or an error or

interval that is not a finite number, is refused when entered, and a group whose pooled

arithmetic overflows is refused rather than charted.

It will not count the same participants twice. Findings from one document add its participants

once, and the reading says when pooled findings share a document.

It will not quote an out-of-date meta-analysis in the foundation. When the findings behind the

latest pool have changed, the pooled numbers are withheld until the group is pooled again.

It will not replace a study profile you have checked, or bring back a finding you rejected, when

the documents are read again.

It will not download from a private or local network address. PDF links are followed only to the

public web.

It will not assemble a research foundation with no literature review behind it. The Introduction

and Related Work are built from the review, not written from nothing.

It will not overwrite a status you set yourself. A claim's status is computed automatically only

until you set it by hand. After that, new evidence is recorded but the status stays exactly where

you put it, until you explicitly ask for it to be recomputed.

It will not import a document already in the library, or link a fetched paper to a document it

does not match closely enough to be sure.

It will not remove a document a project depends on without being told, explicitly, to do it

anyway.
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Appendix D: Frequently asked questions

Why does my search come back empty when I know the answer is in the library? Check the note

at the top of the Search pane first. A search scoped to This project's documents only searches

whatever the project has actually ticked in the Library. Widen it to The whole library to check

whether the passage exists at all before assuming the search itself failed.

Why did a meaning-based search fall back to keywords? Either the library has never been

embedded, or the index was built with a different embedding model from the one now configured,

even one that produces vectors of the same size. Either way the note under the search box says

exactly that, rather than leaving you to guess why the ranking looks unfamiliar. A mismatched index

is rebuilt with Build/Update search index. New documents added since the last build do not cause

a fallback. The note says how many passages are not yet covered and the search runs over the

rest.

Why is the research assistant showing as switched off? No language model key is configured.

Everything else in the workbench works fully without one. Setting a key turns the assistant, study-

profile extraction, the literature review, meta-analysis findings and the research foundation on all at

once, since they all call the same configured model.

Why did an action answer "from cache, no cost" instead of running? Because the exact same

action, on the exact same question, against the exact same set of underlying passages, has

already been run once. The cache key is built from all three, so changing any of them, a different

question, new evidence or a different model, triggers a fresh call rather than serving a stale one.

Why can't I assemble a research foundation? It refuses to run until a literature review exists for

the project, because the Introduction and Related Work are built from that review rather than

written from nothing. Assemble the review first.

Why does the foundation's pooled evidence section say the meta-analysis has changed? A

finding behind the latest pooling run was rejected, removed, corrected or accepted after that run.

Pool the group again on the Meta-analysis tab, then assemble the foundation again.

Why did my meta-analysis refuse to pool everything at once? Because the findings selected are

not all the same kind of number. Pool one effect type at a time. The Pooling tab groups them for

you and disables nothing you cannot already see the reason for.

Why is a category wrong for a document I imported? Every category is worked out automatically

from the document's own text and is a starting point, not a verdict. Use change in the Library table

to correct it by hand at any time.

Why does a claim's status not match what I expect? It is arithmetic over the evidence currently

attached, two supporting passages for Supported, one for Insufficient, any contradicting evidence

pulling it toward Mixed or Contradicted, recomputed every time an attachment changes. If you have

set a status by hand, it stops recomputing until you ask for it to resume.
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Why did importing a scanned PDF do nothing? The workbench does not run OCR. A scanned

document holds page images, not text, and is reported as unreadable by name rather than

imported with nothing searchable inside it.

Why does removing a document ask me to confirm twice? The first confirmation is the ordinary

"this cannot be undone" warning every removal gets. The second only appears if another project

genuinely depends on the document. It names which project, and what would be affected, before

offering to remove it anyway.

How much does using the research assistant actually cost? Whatever the configured model's

own published rates come to for the tokens used, shown per run and as a running total on the

Assistant pane and again on the project overview. A full pass through this guide's research line, six

assistant actions, the study profiles, a literature review, a meta-analysis and a research foundation,

costs well under a dollar.
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Appendix E: Sources used in this guide

Neuroscience reference material already in the library, a sample of the sixteen used across this

guide's figures: Handbook of EEG Interpretation, EEG methods, Fundamental Neuroscience, Nunez

2ed, Neuroscience, Computational Neuroscience, A Comprehensive Approach, Neurobiology

(Amthor), Metabolic Neuropsychiatry, and Neuroscience: Science of the Brain. The last of these is

deliberately removed and re-imported live for the Library chapter, alongside a genuinely scanned

PDF, Principles of Neurobiology, kept in reserve specifically to demonstrate the no-OCR refusal.

Papers fetched live through Find papers while this guide was written: Physical Activity,

Mindfulness Meditation, or Heart Rate Variability Biofeedback for Stress Reduction: A Randomized

Controlled Trial (2015); Mindfulness-based stress reduction for people with multiple sclerosis: a

feasibility randomised controlled trial (2017); Effect of exercise for depression: systematic review

and network meta-analysis of randomised controlled trials (2024); Stress and EEG (2010); EEG

Frequency Bands in Psychiatric Disorders: A Review of Resting State Studies (2019); and The effect

of heart rate variability biofeedback training on stress and anxiety: a meta-analysis (2017). Each

capture of the Find papers chapter fetches one more open-access paper on heart-rate variability

biofeedback, so the library grows by one paper per run.

Every figure in this guide is a real, unedited run against this material. No screenshot was staged,

and no AI answer was written in advance.
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